"We are interested in developing systems that will be able to go through massive amounts of information and be able to make some type of assumption or summary. The focus of this process would be around language. Being able to analyze newsgroup material and make a fact list or similar applications.

Artificial Intelligence, Semantic Networks, and Information Retrieval.

Artificial Intelligence (AI) is the capability of a device to perform functions that are normally associated with human intelligence, such as reasoning and optimization through experience. Note: AI is the branch of computer science that attempts to approximate the results of human reasoning by organizing and manipulating factual and heuristic knowledge. 

AI is a study that spans many different fields, computer science, linguistics, psychology, cognitive science, philosophy, neuroscience, statistics, and engineering & robotics.  Areas of AI activity include expert systems, natural language understanding, speech recognition, vision, and robotics.  

Applications of AI include game playing (Deep Blue Chess Master), Expert Systems (used in medical and many other fields), machine translation of languages, Data Mining and information retrieval, Search Engine and query resolution. Speech recognition and dictation, face and object recognition are other examples.

Expert Systems are closely related to Natural Language Processing, as they both are concerned with knowledge representation and text manipulation.  The problem with Expert Systems is the inherent limited scope of their applications to specific small well-defined problems, and their inability to port to other types of problems.

My main interest of Artificial Intelligence is in Natural Language Processing (NLP), or attempting to understand the written word.  The English language has many different nuances that to humans, is learned fairly easily over a number of years growing up, but to a computer, appears merely as a mishmash of lettering, separated by whitespace and punctuation.

A simple sentence, given to a person usually has a readily understandable meaning, and is comprehended quickly, but when given to a computer evokes no similar response.  But hidden among the paragraphs and sentences is a subtle pattern of words, word parts, and objects (Syntax) that have meaning.  If a computer is given certain rules and constraints it can begin to manipulate, extract, and predict things out of the text.  Data mining and information retrieval are both young areas of research in this region.

There are many problems with NLP that need to be addressed, however.  Speech and written text vary widely in style, and even text from different sources is different.  Ambiguity of the syntax and meaning is a very large problem as well.  Accuracy of results is also a significant concern.  Many of these issues can be dealt with however, by the combination of linguistics and statistical formulas.

A simple example that I have created a script that can find all major characters in a novel, my preferred sources for real world data.  Given a novel for parsing, it extracts all names of major individuals and can even determine whether they are male or female with a near perfect of accuracy, without resorting to a lookup table of names.  This is accomplished with some very simple rules about the structure of the data.

Computers, unlike humans, have no common sense.  This is one of the greatest drawbacks that must be overcome.  A person given the knowledge that he is standing in a kitchen, 'knows' that there is likely to be a refrigerator, a stove, and maybe a dishwasher.  A computer does not have any of this simple background knowledge and would not be able to come up with this information.
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Statistical methods are being applied to large amounts of text now.  Part of speech tagging and tree parsing of sentences is being done with a high rate of accuracy.  But the accuracy must be improved and the next step taken.

Information and correct knowledge must be extracted from the texts.  Common sense can be learned in this fashion.  Simple statements and data can be gathered easily by matching certain patterns.

NOVEL - Story Parsing and World Knowledge

An example, given a simple sentence from a recent novel.

"Junior Cain was a physical therapist, and a good one"

A reader would know the information presented:  Junior Cain is a person, male, and his occupation is a physical therapist.  And he is a good physical therapist.  

Given a few functions and procedures, the computer can extract and represent this information as well.

After parsing the text as mentioned above, the program 'knows' that Junior Cain is a male person. Knows here is vague, what does 'to know' mean to the computer?  Simply put, there is a direction connection between Junior Cain, and male person.  Later if asked who Junior Cain is, it can check these connections (or network), and respond that he is a male person.

Junior Cain was a physical therapist, creates another network connection between Junior and physical therapist.  For the rest of the sentence, some more world or common knowledge is needed.  But this connection does not tell us enough, the computers knowledge of what a "physical therapist" is, is lacking.

In people, this lack of knowledge could easily be filled by asking a question.  Likewise is the implementation of the program, if given access it can quickly reach out and grab information from online sources.  Many sources are available, such as a dictionary, encyclopedia, a thesaurus, search engines, and even the Internet itself; these all greatly increase the ability of the computer.

So, upon looking up physical therapist in a dictionary, it is given the following: 

n : therapist who treats injury or dysfunction with exercises and other physical treatments of the disorder.

A physical therapist is a therapist; so another link is added to our network, connecting these two ideas.  A therapist is still unknown, so another glance into the dictionary tells us that a therapist is a person.  Person is an idea that we understand, as Junior is already a known person.  In this fashion much simple information can be processed, and after having processed, can be used.  A system like this can then go forward and answer simple questions, such as: 















This example can be applied to many levels, and different areas of information can be extracted, and then generalized. 

"Q: Who is Junior?" "A: a male physical therapist" and "Is Junior a therapist?" “Yes”, can be answered simply and accurately. 

Later, after reading the entire novel, it would be able to tell you that Junior is 23 years old and when he was born, that he was married to Naomi, and even that he owned a Chevy suburban, a pistol, and ate a cheeseburger.

In a sense it can create a profile of any person or object, and build a massive amount of knowledge.  Specific knowledge about Junior from the novel however, is not useful when thinking in greater context, and reading other texts. But World Knowledge or common sense knowledge is improved by generalizing specifics about Junior.  We learned through this interaction about physical therapists, which is added to our world knowledge.

Larger Corpora. 

When reading a much larger set of texts, such as 177 plus books, (over 22 million words) which I can currently parse, more statistical data is presented.  A keyword such as kitchen can be searched, and quickly relationships between kitchen and stove are created, and kitchen and refrigerators.  A test was run on "sandwich" the other day and it came back with all occurrences of sandwiches found.  After a few filters were applied it could be determined that sandwiches are eaten, and there are types of sandwiches, turkey, ham, peanut butter and jelly, cheese, and it even supplied the percentages, so we know what a ham sandwich is and that it is more popular than a cheese sandwich.  A relationship between food and kitchen can be formed as well, so we know food is often found in the kitchen.

This is added to the world knowledge, and it is smarter for it!

	Word 
	Per 
	Match 

	0. ham
	10 (17.0%) 
	(ham sandwich) 

	1. turkey
	8 (13.6%) 
	(turkey sandwich) 

	2. grilled cheese 
	7 (11.9%) 
	(grilled cheese sandwich) 

	3. peanut butter 
	5 (8.5%) 
	(peanut butter sandwich) 

	4. peanut butter and jelly 
	4 (6.8%) 
	(peanut butter and jelly sandwich) 

	5. club
	4 (6.8%) 
	(club sandwich) 

	6. tuna 
	3 (5.1%) 
	(tuna sandwich) 

	7. OTHER
	18 (30.5%) 
	(OTHER sandwich) 

	This provides with some interesting generalizations as well. 

What is the most popular sandwich?  Ham.

He goes into the kitchen and makes a sandwich, what is the percentage that it is a ham or turkey sandwich? 30.6  roughly 1/3
Question to computer, do you like ham sandwiches or tuna better? 

Ham (base that on people in corpora at over 3 times more ham sandwiches)



	


More and more complex questions can then be answered.  If you made the request for a sandwich, it could not only say, ok, yes or no, but could use contextual world knowledge to as if you would like a ham sandwich, and then know that it is most likely in the kitchen.  This type of learning is limitless given good learning algorithms, and admin feedback.  

Ambiguity and conjecture about missing or implied information, is also greatly reduced given access to this large corpora and World Knowledge.  Another sample sentence: He walked Barney to the park, petted him on the head, and released him from his leash.  If a person read this and was asked whom Barney was, they could conjecture based on context clues and personal experience, that Barney is a dog, or maybe a cat.  A computer could use a process very similar and reply that it too, thought Barney was a dog.  Further, for this example to be useful it would need to explain itself.  It could go on to say because, dogs are generally walked to parks, dogs are petted, have heads, and can be released from leashes.  By studying the details of the contextual clues, comparing them against the statistics or large corporas and world knowledge it could give you a accuracy percentage.  I believe Barney is a dog. (78%) and could further provide you with reasonable alternatives, I believe Barney is a cat. (11%)

These algorithms can then be applied to other domain-specific sources, such as News and politics. Given a seed of George Bush, it will gather facts and information about him: President George Bush was born on July 6, 1946, in New Haven, Connecticut. 
Laura Welch and George W. Bush married in 1977 after a three-month courtship.  

Many simple facts and relationships such as these can be extracted. 

(30 Sample Extracted Articles – (http://falazar.com/projects/AI/News/testbushkerry.html) 

I have developed a set of algorithms that can read a great number of news articles, and sort them into categories based on content, as seen above.

A potential fun use for this would be to create a diary or journal of the President.  It could read and process every news article found on George Bush, and extract the information from it. Such as: Today George met with Tony Blair in London.  He debated Kerry on Thursday.  And so on.

A tracking system of the recent hurricane could provide much information about them, and what happened.

Given "Ariel Sharon" it can determine that he is the Prime Minister of Israel, and He canceled a visit to Germany on Sunday because of the military operation in Gaza. He has a plan to withdraw from Gaza. Bush has has routinely backed Israeli Prime Minister Ariel Sharon. (This provides us with a network link back to Bush as well) 

It could even provide potential images of important people or things.  A system like this could be implemented with search and information storage at the Department of Defense levels, or other intelligence agencies.

(http://newsfromrussia.com/images/newsline/ariel.jpg) 

There are many potential applications of this technology that will be employed while the larger goal of giving intelligence and intelligent behavior to computers.

Search Engines and Information Retrieval have been the two applications to most benefit from these new techniques, with simple things such as keyword stemming for greater matching, and clustering of similar documents offering an improved product.  Google, Kanoodle, and others have recently begun developing Context sensitive ads, and analysts project content-targeted advertising, the fastest-growing segment of online advertising, will grow to $1.4 billion over the next four years, up from $380 million.

This is a brief, non-technical overview, but much research is being done on intricate details concerning all of the above, and private research groups and universities are exploring many more of these areas.

Quote from a recent news article Sep 20 "Artificial intelligence (AI) is making its way out of the lab and into the mainstream market, industry experts have reported."  This concerning the uses of AI, data mining, case-based reasoning applications.

James Ratcliff - falazar@yahoo.com

October 5, 2004

Semantic Network For Physical Nearness, Seed Kitchen
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You can see simply from above that many conjectures, generalizations, and inferences can be made, allowing the computer to browse possibilities and to ask pertinent questions.


Generalization Rule: Junior eats cheeseburger -> Persons eat cheeseburgers -> People eat food


Question: How old is Naomi?


Conjecture: Naomi probably eats food also.  Why? Because Junior eats food, and they are both people.
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